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1 Reseach Summary

Over the pastfew years,a greatdeal of attentionin the networking and mobile-computingcommunitieshas
beendirectedtoward building networks of ad-hoccollectionsof sensorscatteredhroughoutthe world. MIT,
UCLA, andUC Berkeley [23, 32, 12, 38] have all embarled on projectsto producesmall, wireless,battery-
poweredsensorandlow-level networking protocols. Theseprojectshave broughtus closeto the the vision of
ubiquitouscomputing[49], in which computersandsensorsassisin every aspecof ourlives. To fully realize
this vision, however, it will be necessaryo combineand query the readingsproducedby thesecollections
of sensorssincemanuallyretrieving and combiningdatafrom thousand®f nodesis tediousandinfeasible.
An obvious approachfor doing this would be to apply traditional data-processingechniquesand operators
from the databaseeommunity Unfortunately standardDBMS assumptionsboutthe reliability, availability,
interface, and requirementof datasourcesdo not apply to sensorsso a signi cantly differentarchitecture
is needed.Understandingdesigningand implementingthis architecture called TeleTiny, is the focusof my
researchTeleTiny consistf two primary components:

1. ServerSide: Modi cations to traditionalqueryprocessoarchitecture$o enablethemto accesandef -
ciently querystreamingsensomata,without wastinglimited enegy reseresof thesensors.

2. SensoiSide: Modi cations to the softwarewhich runsonthe sensorshemselesto enabledatabase-style
queriesinvolving joins, aggrg@ates,andotheroperatorgo be partially executedwithin sensometworks,
in aneffort to reducecommunicatiorcostsandpower consumption.

This documentsummarizesny progressto datein building TeleTiny, with a particularfocus on thesetwo
component@andthe interfacesbetweenthem, anddiscussesiov my Ph.D.will yield a completearchitecture
for enegy-efcient query processingover streamingsensordata. The remainderof this sectionsummarizes
the challengesof sensomuery processingsketchesthe TeleTiny architectureand shavs how it meetsthose
challenges.

1.1 Challenges

Therearefour primary differencesdbetweensensorbaseddatasourcesandtraditionaldatabaseourcesvhich
make standardqueryprocessorpoorly suitedfor queryingsensomdata. First, sensorgdypically deliver datain
streams they producedatacontinuously often at well de ned time intenals, without having beenexplicitly
asled for that data. Queriesover thosestreamaeedto be processedn nearreal-time,asdataarrives, partly



becauset may be extremely expensve to save raw sensorstreamso disk, and partly becausesensorstreams
representeal-world events liketraf c accidentsandattemptechetwork break-inswhich needto beresponded
to. Thesecondmajorchallengewith processingensomdatais thatsensorarefundamentallydifferentfrom the
well engineeredlata-sourcesypical in a businessDBMS. They do not deliver dataat reliablerates,the data
is oftengarbled,andthey have limited processoandbatteryresourceshatthe queryengineneedgo consere
wheneer possible.Third, sensoraregeneralpurposecomputingdevices, notjust blind producersf dataand
canthusbeusedto partiallycomputegueriesasdata o wsthroughthem.Finally, sensorgretypically connected
togetherin ad-hocnetworksthatcover ageographi@realargerthantheradiorangeof a singlesensorsuchthat
receving datafrom arbitrary partsof the network requiresthe sensorgo agreeon a multi-hop transmission
protocolandcoordinatdo routeandprocessachothers data.

1.2 SensorMotivated Query ProcessorAr chitecture

My initial researctocusedon the architecturalssueshatarisein sensoigueryprocessingvith respecto the
centralqueryprocessorThisresearcthasidenti ed a numberof areasvherea queryprocessingnginecanbe
modi ed to malke it bettersuitedto queriesover sensoidata:

Fjordsand SensoiProxies Thesetwo conceptsorm thecoreof the DBMS sidesensoiqueryprocessing
systenthatis a partof the Telegraph[19] data ow systemunderdevelopmentat UC Berkeley. A Fjord is
amodi ed queryplan-like datastructurewhich facilitatesthe combinatiorof streaminglatafrom sensors
with traditional,disk-basedlatasources Fjordsallow queryprocessorso betolerantto intermittentand
lossydatastreamssincethey computeonly whensensottuplesarepushednto them,avoiding blocking
thatwould arisein thetraditionaliterator basedorocessing16].

A sensotproxy is a databas@peratorthat multiplexes multiple userqueriesover a collectionof sensors.
It cachessensorreadings,choosesappropriatesampleratesfor sensordasedon sampleratesfrom all
userqueriesandattemptdo shieldsensorgrom having to sene mary copiesof thesamedatato different
queries.

A paperdescribingthis work appearedn ICDE 2002[28].

ContinuouslyAdaptiveContinuousQueries Becausesensorsetworks will be usedto monitor large,
highly accessiblespacestherewill be mary simultaneoussimilar queriesover thosenetworks. Tra-
ditional continuousqueryresearchsuchasthe NiagaraCQsystemfrom Wisconsin[6] allows multiple
relatedqueriesto shareprocessingyy identifying commonportionsof query plansandexecutingthose
commonportionsonly once.My researcton continuouslyadaptve continuousqueries(CACQ) extends
traditional CQ researchin two directions: by enablingstreamprocessingacilities for sensordataand
addingadaptvity to changesn the queryworkloadovertime.

A paperon continuouslyadaptve continuougjuerieswill appeatin SIGMOD 2002[30].
Visualizationsfor SensomData: A third areaof researcthasto do with visualizationsof sensodata,and
the useof userinterfaceto coordinatesensoreadingswith disk andinternetbaseddatasources.

1.3 DatabaseMotivated SensorSoftware Ar chitecture

Overthepastyear | have alsobeenworkingwith the TinyOS[20] groupat UC Berkeley ondevelopingsoftware
for their “mote” sensoiplatformto supportquery processing.My researchn this regard hasfocusedon the
following areas:
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Catalay Managementfor SensoMetworks Sensorsieeda genericway to adwertisethemselesto other
sensorandsensodatabassystemsf they areto beusedin aheterogeneousandomlydeplo/edfashion.
I have designeda simple cataloglayer which our query processoican useto locateand query TinyOS
motes.

Aggregationin the Network The mostimportantclassof queriesover sensometworks are aggregates
— queriesaboutthe valuesof groupsof sensors.Ef ciently evaluatingthesequerieswithout sendingall

data-tupledackto a centralprocessingystemis a major goal of the TinyOS project. My work on Tiny

AggragateS TAG), submittedo VLDB 2002andpublishedn a preliminaryformin WMCSA 2002[31],

discussethedesignof a systemfor processinguchqueries.

Thus,theon-sensoportionsof thequeryprocessoenabldocationandpoweref cient queryingof moteswhen
combinedwith thesenersidequeryprocessodescribedbore, mostof thepiecesof thesensomueryprocessor
arein place. Figure1 shavs an overvien of thesecomponentandhow they t togetherwe will discusshe
additionalcomponentshatareneededn Section5 below.

The remainderof this proposalis divided asfollows: the next sectionoffers somedetailsaboutFjords,
sensoiproxies,andthe CACQ system.Section3 thenpresentsletailsof the catalogandon-sensoaggr@ation



systemdgliscusseabove. This is followed by a discussiorof relatedwork in Section4d. Finally, a discussion
of additionalresearclthatwill beincorporatednto my Ph.D,with a particularfocuson the work requiredto
combinethe componentslescribedabore into a systenfor sensoiqueryprocessings givenin Section5.

2 Query ProcessingAr chitecture

This section,summarizes-jords, SensorProxies,the CACQ system,and the visualizationprototypeswhich
sene asthecoreof the sener sidesensoidataqueryprocessor

2.1 Fjords

Previousdatabasarchitecturesrenot suitedto combiningstreamingandstaticdata. They areeitherprimarily
pull-basedaswith the basiciteratormodel,or primarily pushbasedasin parallelprocessingervironments.In
the Telegraphproject,we have developeda hybrid approactcalled Fjords, wherebystreamscanbe combined
with staticsourcesn a way which variesfrom query-to-query We believe thatthis is an essentiapart of ary
dataprocessingystenthatis intendedto computeover streams.

The key adwantageof Fjordsis thatthey allow distributed query plansto usea mixture of pushand pull
connectiondetweernoperators.Pushor pull is implementeddy the queuethatconnectsa pair of operators:a
pushqueuereliesonits input operatorto datainto it which the outputoperatorcanlater . A pull queue
actively requestshattheinputoperatomproducedatain responséoa  call onthe partof the outputoperator
Corversely in a pushqueue,the input operators requestis non-blocking,doesnot schedulethe output
operatorandonly yieldsdatawhenthe outputoperatohasmadedataavailable.

TheinsightunderlyingFjordsis thatin interactve, adaptve, andstreamingsystemsthetraditionaliterator
modelbreaksdown becauseéhe queryprocessorcannotafford to block waiting for long running operatorso
complete for slov web pagego returnresults,or for individual sensorsyhich may have run out of power or
temporarilydisconnectedio comebackonline. Oneway to dealwith thisis the solutionproposedn Volcano
[16], in whichaspecial'exchange operatobetweertwo queryprocessingperatorspneof whichis producing
somedataandoneof whichis consuminghatdata.In this model,the producercanrunin its own thread(or on
anothemachine);it deliversresultsto the exchangeoperator which queueghemandsynchronoushdelivers
themto theconsumewmwhenit neededTheconsumerhowever, is still forcedto block whenno datais available,
limiting the ability of the queryprocessingystemto adapt. Instead Fjordsallow the queryplannerto decide
if two operatorsshouldbe connectedy a pull-queue,in which casethe consumemill block waiting for data
from the produceror a push-queudn which casethe producerswill asynchronouslproduceandandenqueue
results,and control will be returnedto the consumemwhen the queueis empty so it can pursuesomeother
computationalvenue.

Pushqueuesnalke it possiblefor the queryprocessoto handlesensoistreamsWhena sensottuple arrives
from a sensaorthe queryprocessopushest ontothe input queueof the querieswhich useit asa source.The
operatorgdrainingthosequeuesever actively askthe sensoffor data;they merelyoperateon sensomataasit
is pushednto them,thustriggeringcomputationvhendatais availableandunblockingthe queryprocessoso
it canmale usefulprogressiespiteslow datadelivery from a particularsensar

Figure 2 illustratesseveral possibilitiesfor connectingoperatorgn a pushor pull fashion. Threetypesof
connectiondetweeraproducerandaconsumepperatorareshavn; in theiteratorapproachpperatorgunction
in lock-step:whenthe consumemblockslooking for data,the produceris scheduledandrunsuntil it produces
data.Exchangedecoupleshe producerandthe consumerbut the consumesstill blocksuntil datais produced—
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this approacHhimits the ability of the systemto adaptto slow, of ine, or disconnectegroducers.The pull-
gueueapproaclrecti es this situationby returningcontrol backto the consumemwhenno datais availablesoit
canperformothercomputation.Note that, by encapsulatinghe blocking behaior of the systemin the queues
betweeroperatorsary of thesethreemodesof computations easilyimplementedria Fjords.

The Fjordsarchitecturehasbeenusedto executequeriesover datastreamedrom trafc sensorsalongthe
freavay nearUC Berkeley. Fjordsallow datafrom the sensorg¢o be pushednto thequeryprocessgmwhereit is
combinedwith x eddataabouttrafc accidentso answergueriesaboutcurrentfreavay conditions.

2.2 SensorProxies

The secondmajor componenbf our sensoiguery solutionis the sensofproxy, which actsasaninterfacebe-
tweena single sensorandthe Fjordsqueryingthat sensar The sensomproxy runsin the queryprocessoon a
host-machineandsenesanumberof purposesThe mostimportantof theses to shieldthe sensoifrom having
to individually deliver datato hundredsof interestecend-usersit acceptgjueriesandservicegshemon behalf
onthesensagrusingthe sensoss processoto simplify thistaskwhenpossible.

Anotherrole of the sensoiproxy is to adjustthe samplerateof the sensorsbasedon userdemand.If users
areonly interestedn a few sampleger secondthereis no reasorfor sensorgo sampleat hundredsof hertz,
sincelower sampleratesaredirectly proportionalto longerbatterylife. Similarly, if thereareno userqueries
over a sensarthe sensorproxy canaskthe sensorto power off for a long period, comingon-line every few
seconddo seeif querieshave beenissued.

A third role of the proxy is to directthe sensotto aggregatesamplesn prede nedways,or to dowvnloada
completelynewv programinto the sensorif needed.For instance|f the proxy obseresthatall of the current



userqueriesareinterestednly in sampleswith valuesabove or belov somethresholdthe proxy caninstruct
the sensoito nottransmitsampleoutsidethatthresholdtherebysazing communication.

Via simulations(with a microprocessosimulator),| have beenableto shav thatisolating sensorsrom
gueriesand intelligently aggrgating on thosesensorsan their reducepower consumption(andthus battery
life) by morethanan orderof magnitude.Theseexperimentsarea primary motivation for my recentwork on
in-network aggreation,discussedn section3 below.

2.3 Continuously Adaptive Continuous Queries (CACQ)

FjordsandSensoiProxiesareaimedat providing themechanisnior bringingsensodatainto adatabaseandfor
isolatingsensorgrom individual queriesover the network, but do notaddressheissueof ef ciently evaluating
gueriesover that dataonceit hasbeenmadeavailable. It is expectedthat somesensometworks will needto
supporthundredsor thousand®f simultaneougjueriesover them, particularlyonesthat monitor large shared
spaceslimagine,for instancea sensometwork scattereaver freevaysin the Bay Areawhich couldbe usedto
provide instantaneouseportsof traf ¢ conditionsfor commutersthousand®f commutersvould usethis type
of systemevery day Our CACQ work is focusedon adaptingexisting researcton continuousqueriesto the
sensometwork ervironment.

Continuougyueries(CQs)allow usersto posequeriesover informationsourceghatareupdatedover time.
Ratherthanforcing usersto re-evaluatean entirequerywhenanew valuearrivesor changesgontinuousjuery
systemsmaintaina set of userqueries. When a new tuple arrives, apply the relevant queriesto that tuple
andship theresults,if ary, to the userswho posedthe queries. The NiagaraC(Q)6] continuousguerysystem
providesefcient performancéy folding togethersimilar queryplansinto a single,sharedqueryplanwhichis
signi cantly lessexpensve to computethana numberof separateueries.

CACQ extendsexisting shareccontinuougjuerysystemdik e NiagaraCQoy introducingtwo importantnew
ideas: rst, they areadaptve, which meansthat as usersposenew queries,queriesstop running, or sensors
changethe delivery ratesof tuplesto existing queries,the orderin which query operatorsare appliedalso
changesThisadaptvity isin contrasto existing CQ systemswhich usea staticqueryoptimizerto x theorder
of operatorexecutionat the time queriesareintroduced.Adaptivity in CACQ is obtainedvia a modi ed Eddy
[4] operatomvhich makesroutingdecisionona pertuplebasis alteringthe o w of tuplesthoughtheplanasthe
numberof queriessharinga particularoperatorchange®r the selectvity of join andselectionoperatorsshifts.

Thesecondnajorinnovationintroducedoy the CACQ systemis thatit appliesto streaminglata.Streaming
datacomplicateCQ systemsby requiringall operatordo be non-blockingandto operatefor nite time over
in nite inputs— sorting,for example,cannoteasilybe expresse@san operationover streamsThus,the CACQ
systemhasbeenequippedvith a suiteof stream-appropriat@peratorssuchasthosediscussedn [41].

A paperon the CACQ systemwill appeatin this years SIGMOD conference[3]) experimentresultspre-
sentedn thatpaperindicatethatthe CACQ systemis ablematchor exceedthe performancef existing continu-
ousquerysystemsinderavariety of workloads.Several experimentsvererun to measurehe ability of CACQ
to adaptto changesn queryworkload. Oneof themis summarizedelaov: Tablel shavs ve simplequeries
andtheir time of arrival in the system.All queriesareover a datastreamS, eachtuple of which containssix
elds: anindex, and ve randomlygeneratedelds a,b,c,d,eandf, eachof which is randomlyanduniformly
distributedovertherange[0..100].

Figure 3 shavs the percentagef tuplesroutedto each Iter over time for the threeworkloads. The per
centageof tuplesrecevedis a measuref the routingpolicy's perceved value of anoperator Highly selectve
operatorsare of highervalue becausehey reducethe numberof tuplesin the system,asare operatorswvhich



Tablel: Queriesin Adaptivity Experiment, with Query Arri val Times.

Workload Arrival Time (Seconds)
l.select index from S where a > 10 | O
2.select index from S where b > 30 |5
3.select index from S where ¢ > 50 | 10
4.select index from S where d > 70 | 15
5.select index from S where e > 90 | 20
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Figure3: Percentaye of TuplesRoutedo Filters OverTime Noticethatthe mostselectie queriesrapidly adapt
to receve themosttuples.

apply predicategor mary queriesbecausehey performmorenetwork. Notice how quickly the systemadapts
to newly introducedlters: in mostcasesfour secondsftera lter is addedthe percentagef tuplesit receves
hasreachedsteady-state.

In this particularworkload, the most selectve query Query 5, receves the mosttuplesin steady-state,
as expected. In the paper we shav this adaptvity working in two other more complex query workloads.
Suchadaptvity is very importantin the contet of long-runningsensomnetwork monitoring queries,where
selectvities and queryworkloadsmay changeover the lifetime of queriesthatarerunningfor hoursor days,
causinggoodinitial queriesoptimizationdecisiongo bevery sub-optimaby the endof thequery

In the paper the performanceof CACQ is comparedo NiagaraCQthe previous state-of-the-artontinu-
ousqueryprocessor.CACQ is ableto matchor beatthe performanceof the static, non-adaptie, cost-based
NiagaraCQueryoptimizerandprocessopver severaldifferentqueryworkloads.

2.4 Visualizing SensorData

Given the Fjord and CACQ ervironmentsfor accessingand ef ciently processingsensordata, applications
demonstratingheir usefulnessare needed. As an exampleof suchan application,| built a visualizationof
traf c in theBayarea.This visualizationshavs datafrom eighttrafc sensorsleployedonthefreevay nearuC
Berkeley andvisually correlateghat datawith reportsof traf c accidentdrom the California Highway Patrol
(CHP),web-camsvailablefrom news sites,androadlocationsandmapsavailablefrom the US CensusBureau.
As anotherexampleof a visualizationervironment,Figure 4 shavs a screenshobf the userinterfacefor
queryingthis smallsubsebf traf c data.Theleftmostpanelcontainsa mapof the Bay Area,with the EastBay,
nearBerkeley, on the right side of the bay Squareaip anddown the freevay nearBerkeley — which are not
visible in agrayscaleeproductiorsothey arelabeledwith arronvs — representhe currentstateof trafc sensors
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Figure4: Trafc SensoMisualization

for whichwe have data.Police-caiiconsrepresentraf c incidentsthe CHP hasreported.Ontheright handside
aregraphsof speedand o w which displayhistoricaltrendsin traf ¢ conditions.Theslideralongthetop shavs
the currenttime rangewhichis beingqueried.A write-uponthetrafc visualizationsystemis availableon-line
[26].

Figure5 shavs asimulationof asensonetwork built to modelthebehaior of anetwork of sensorarranged
in a multi-hop topologyfor computingaggrgatequeries(seeSection3) belov. This visualizationfacilitates
rapid prototypingand dehugging of networking algorithmsby shaving connectyity, data o w, and various
network parametersgitherasa colorcoded“intensity” overlaid on the topology or asa scattemlot (or both).
Figure5 color codessensorsvith their distancefrom theroot (middle) of the network, with lighter nodesbeing
closer Arrowsunderneatithecursor whichis currentlyatthecenterof thegraph,shav children,neighborsand
parentgall nodesadjacento therootarechildren.) The textual statusat the bottomgivesnumericinformation
aboutthe sensomunderthe cursor Theline plot shaws the historicalaverageaggrgatesascomputedat several
nodesn the network.

3 Query Processingn SensorNetworks

Having an ef cient architectureor obtainingandqueryingsensomatais just one componenbf the TeleTiny
qguery-processoiin orderto consere preciousnetwork bandwidthandbatterylife on sensorsandreducethe
load on the centralquery processqQrsomemechanisnio evaluateall or partof a queryin the network itself is
needed.

Work on in-network query processings being primarily conductedn the contet of TinyOS[20],a UC
Berkeley effort to develop an operatingsystemfor useon wirelesssensors. The sensorswvhich the TinyOS
projectis focusedon arereferredio as“motes”. Figure6 shavs anexampleof suchasensarCurrentgeneration
Mica moteshave 4kB of RAM, a 50kbit radio,a4mHz processqranda modularconnectoffor attachingsensor
devices.Sensoboardswhich measurdight, temperatureyibration,sound,andacceleratiorareavailable.



Figure5: Msualizationof SensomMetwork Aggregation Algorithm, with Aggregate Value Plot (inset) Arrows
underneathhe cursor(whichis overtheroot of the network) indicatechild nodes As themousemaoves,arrovs
to shav neighborsand parentsarealsodravn. The graphshavs the aggrgatevalue at varioussensors the
stable(red)line with valuearound500is theroot of the network.

3.1 SensorCatalog Management

Beforeary datacanbe extractedfrom a sensometwork, it is necessaryo have somefacility to understandhe
capabilitiesof eachsensar The sensorcatalogis a lightweightlayer designedo run on every TinyOS moteto
allow it to answermgueriesaboutthe propertiesof the mote's on boardsensorsA simpletext-basedschemale
which indicatesthe name,units, andrangeof eachsensagralongwith the setof functionsto call to extracta
sensowalue,is compiledinto a few bytesof datawhich is storedin the EEPROM of themote. Whena catalog
queryis received by the mote, the schemanformationis usedto describethe capabilitiesof the mote. This
capabilitydescriptioncanin turn be usedby the query-processaio askthe motefor the readingon a speci c
sensarAs a partof this system| have alsobuilt a simpleinterfaceto automaticallydetectandregistersensors

Figure6: A TinyOSSensoiMote
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3.2 In Network Aggregation

Giventhe sensoicatalogasa way to identify motes,it is possibleto explore techniquedor doingin-network
queryprocessingThe rst attemptatsuchatechniqués asystenfor computingaggr@ates.Aggregationis the
procesdn which standardstatisticsarecomputedover groupsof dataitems. In a sensometwork, this involves
two tasks:identifying groups,and computingstatisticsover membersof thosegroups. The goal of in-network
aggre@ationis to reducethe costof computingaggrgatesfrom the nave solutionwhereeachsensoreportsits
valuesto a centralqueryprocessothatdeterminegroupmembershi@ndcomputesstatisticdocally.

As a partof my work with the TinyOSgroup,| have developedatechniquecalled TAG (Tiny AGregation)
for computingaggrgatesin amoreef cient way thansimply sendingall sensoreadinggo a centralizedvork-
stationfor processingTheapproactworksby takingadwantageof theroutingtopologyusedoy sensonetworks
to propagatenessageffom onesensorto anothersoit is necessaryo understandhe basicrouting algorithm
usedin large sensonetworks.

Routingworksasfollows: network topologiesarerepresentedsconnectiity graphsuponwhicharouting
treeis overlaid. To routeamessagéo somenode , the messagés introducedat someroot node which broad-
caststhe messageo its children,which in turn broadcasthat messagéo their children,andso on, eventually
reachingnode . During this routing processgachnodechooses single parent,thusforming a routing tree
which canbe usedto propagatenessagefrom ary nodebackto theroot. When wantsto reply, it sendsa
messag¢o its parentwhich sendsa messag¢o its parentandsoon, until themessageeachesheroot. Figure
7 shavs a simpleexampleof how atreeis built onthe y from anundisceeredroutingtopologyasa message
propagatefrom therootto theleavesof the network.

Now, to computeanaggrejate,the aggregateis introducedat theroot of the network andpropagateaiowvn
thegraphof sensorgo form aroutingtree.Onceanaggregatemessag@aspropagatedionn thetree,theleaves
propagateup a partial-aggregate the value of the aggrgatefunction is computedover just the local sensor
reading. The parentshencomputea new partial aggr@atewhich combinegheir childrens valueswith their
own local readingsandpropagatehatvalueup. This continuego theroot of the network, wherethe nal value

INotethatthe TAG algorithmis independenef aspeci ¢ routingprotocol;the protocolpresentediereis anexampleof acommonly
used simpleapproach.

10
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Figure8: MessgesSentin TAG vs. CentializedAggregation

of theaggreateis computed.

A paperon this work hasbeensubmittedto VLDB 2002[29]. This paperclassi esaggr@atefunctionsac-
cordingto their staterequirementandsemantigroperties This classi cationpartitionsaggreatesaccordingo
theirmemoryrequirementandfunctionalpropertiege.g. monotonicity)anduseghatpartitioningto generalize
abouttheir behaior in the faceof network errorsandthe applicability of variousoptimizations.A numberof
experimentson the storageandcommunicatiorof eachtype or aggrgatearealsopresented Additionally, the
paperpresentgechniquedor handlinggrouping(andthe limited storageavailable on sensomodes),andfor
mitigatingthe effectsof lossdueto low-quality radiolinks in the currentgeneratiorof TinyOShardware.

Figure8 (from [29]) shavs anexampleof thebene t of the TAG approachin termsof theaggrgatenumber
of bytesthatmustbe sentby all sensorsn the network, for a variety of differentaggreationfunctions.In the
simulationusedto generatehis graph,sensorsvere placedon a fully-packed grid of the speci ed diameter;
sensovalueswererandomlyselectedrom the uniform distribution over the range[0,1000]. MEDIAN MAX
andCOUNTandAVERAGIHrestandardtatisticafunctions;HISTOGRANbartitionsvaluesinto a x ednumber
of bins; DISTINCT countsthe total numberof distinctsensowaluesreported. MEDIANrequiresall valuesto
besentto therootof thenetwork, andthusits performancenatcheshecentralizedalgorithm.Otheraggreates,
however, shav a substantiateductionin the numberof messagesbetterthanan orderof magnitudeover the
centralizedapproachn the caseof simpleaggrgatedike MAXandCOUNT

This completeghe summaryof the completedelementof the TeleTiny system.The next sectionsumma-
rizesrelatedwork.

4 RelatedWork

TheTeleTiny systemis relatedto two majorbranche®f researchdatabaseesearcton continuousjueriesand
queryingdatastreamsand networking projectsthat discussrouting, data-shippingand aggreationin sensor
networks.

The mostimmediatelyrelevantwork is the Cougarf36] projectfrom Cornellfor queryingsensomnetworks.
Cougars primaryfocusis onthe useof Object-Relationahbstraction$or queryingsensotbasedsystemsather
thanon architecturabspectof sensomueryprocessing Accordingto [14], the currentimplementatiorof the
Cougarsystemis designedo runon WINS nodesdesignedy SensoriaCorporation8], whicharelarge, Linux
baseddevicesthatarenot subjectto the samepower or communicationgéimitationsasthe sensordevicesbeing
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developedfor the TinyOS project. Indeed,the decisionby the Cougargroupto useXML to encodemessages
betweersensorsevealsthe lack of bandwidthconcernsn their ervironment,suggestinghatthe tradeofs and
correctdesigndecisiondn Cougamwill besubstantiallydifferentthanthosein TeleTiny.

4.1 Related DatabaseProjects

Work on CACQ is heaily indebtedto a variety of adaptve query processingsystemsmostnotably Eddies.
Eddieswereoriginally proposedn [4]. Thework wasnot speci cally focusedon continuousjueryprocessing,
althoughattentionto adaptvity andresponsienessn eddyleadto somesharedattributeswith continuousquery
systemssuchasthe useof non-blocking pipelinedoperatoraandthe ability to performmid-queryreoptimiza-
tion viatuplelineage.

Notionsof adaptvity andpipeliningusedthroughoutmy researctarewell establishedh theresearcltom-
munity. Parallel-pipelinedoins, usedheaily in CACQ,wereproposedn [50]. Adaptive systemsuchasXJoin,
QueryScramblingandTukwila [47, 48, 22] demonstratethe importanceof pipelinedoperatordo adaptvity.
Fjordsis closelyrelatedto thesesystemsaswell, asit seekgo provide amechanisno unblockqueryprocessing
operatorghatmight otherwisebe forcedto wait for blockingoperatorgo return.

Continuous Queries

Existing work on continuousqueriesprovidestechniquedor simultaneouslyprocessingnary queriesover a
variety of datasources.Thesesystemsroposethe basiccontinuousqueryframevork adoptedn CACQ and
alsooffer someextensiondor combiningrelatedoperatorsvithin queryplansto increaseef ciency. Generally
speakingthe techniqguesemployed for sharingwork betweengueriesare considerablymore complex andless
effective atadaptingto rapidly changinggueryernvironmentsthanCACQ.

Ef cient trigger systemssuchasthe TriggerMansystem[17 aresimilar to continuousqueriesin thatthey
performincrementakcomputationastuplesarrive. In general the approachesisedby thesesystemsds to use
adiscriminationnetwork, suchasRETE[13] or TREAT [33], to ef ciently determinethe setof triggersto re
whena new tuple arrives. Theseapproachesgypically materializeintermediataesultsto reducethe amountof
work requiredfor eachupdate.

Continuousquerieswere proposedandde ned in [46] for Itering of documentssia a limited, SQL-like
languageln the OpenCQsystem27], continuousqueriesarelikenedto triggersystemsvherequeriesconsists
of four elementuples:a SQL-stylequery atriggercondition,a start-conditionandanend-condition.

The NiagaraCQproject[6] is the mostrecentlydescribedCQ system. Its goal is to efciently evaluate
continuousqueriesover changingdata,typically web-siteshatare periodicallyupdated suchasnews or stock
quoteseners. Usersinstall querieghatconsistof an XML-QL [9] queryaswell asa durationandre-evaluation
intenal. TheNiagaraCQapproacho optimizingcontinuousjuerieds substantiallydifferentfrom theapproach
presentedn CACQ: groupingin NiagaraCQs performedby a staticqueryoptimizer andthe orderin which
operatorsare appliedis x ed by this queryplan. Although planscanbe “dynamically regrouped”,heuristics
for whento do soareunclear and,unlike our continuousadaptvity, regroupingis an expensve operationthat
cannotbe performedrequently

The XFilter andfollow on YFilter system3, 11] arealsorecentcontinuous-quergystemsBoth arebased
on XML-documentsstreaminginto the systemand being matchermatchedto Iter -pro les expressedn the
XPath [7] language. They optimizesqueriesby indexing pro les basedon the Iter conditionsthat appear
within thosepro les. Thus,whena nev XML documentarrivesin the system,eachof its tagsis matched
againstthis Iter -conditionindex to rapidly determinewhich pro les have conditionsthat needto be checled
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againstthe document:essentiallyit is an extremely ef cient predicateindex for matchingXML-documents
and XPath predicateslt is explicitly focusedon handlingthe structureof XML anddoesnot addresgoins or
adaptvity.

The problemof sharingwork betweenqueriesis not new. Multi-query optimization,asdiscussedn [40]
seekdo exhaustvely nd anoptimalqueryplan,includingcommonsubepressionpetweera smallnumberof
gueriesRecentork, suchas[37, 34] providesheuristicdor reducingthesearctspacebutis still fundamentally
basedon the notionof building aquery-plan which we avoid in this work.

Streams

The queryprocessingrchitectureusedin this paperis essentiallya stream-processoFundamentahotionsof
time-serieprocessin@redevelopedin SEQ[41],including extensiongo SQL for windows anddiscussionsf
non-blockingandtimestampedaperators.SVP[35] discusseshe semantic®of streamprocessingandpresents
aniceoverview of parallel-processing stream-basedrvironments.DeWitt, etal. [10] proposenindows asa
meanf managingoins over very large setsof data. Tribeca[44] discussesperatordor processingtreamsn
thecontext of network routing; it includesaninterestingdiscussiorof appropriateuerylanguages$or streaming
data. Therearemary otherrelevantlanguagesn modelsfrom the TemporalDatabasditerature;see[43] for a
suney of relevantwork.

Aggregation

As a distributed database-stylaggregation engine,the TAG componentof TeleTiny bearssomesuper cial
similarity to existing distributed query processors.Indeed,the databaseeommunity has proposeda number
of distributed and push-devn basedapproache$or aggr@atesin databaseystemg42, 51], but asdiscussed
in the TAG paper[29, mostof theseassumea well-connectedlow-losstopologythatis unavailablein sensor
networks; suchassumptionsnake the techniqueslevelopedin thesepaperdargely inapplicable.

4.2 RelatedNetworking Projects

The TAG and TeleTiny architecturecombineelementsof databasesnd networking to efciently process
queriesin the sensometwork. Literatureon active networks [45] discusseshe ideathat the network could
simultaneouslyroute and transformdata, ratherthan simply servingas an end-to-enddata conduit. Within
the sensometwork community work on networks that performdataanalysishasbeenlargely con ned to the
USC/ISlandUCLA communities.Their work on directeddiffusion[21] discussesechniquegor moving spe-
ci ¢ piecesof informationfrom oneplacein anetwork to anotherandproposesggreation-like operationghat
nodesmay performasdata o ws throughthem. Heidemanret al. [18] proposea schemédor imposingnames
ontorelatedgroupsof sensorsn a network, in muchthe way that our schemepartitionssensometworks into
groups. Thesepapersrecognizethat aggrg@ation dramaticallyreduceghe amountof dataroutedthroughthe
network but arefocusedon applicationspeci ¢ solutionsthat, unlike the approachin TAG, arenot obviously
applicableor ef cient in awide rangeof ervironments.

Networking protocolsfor routingdatain wirelessnetworksarevery popularwithin theliterature[24, 1, 15],
however, noneof themaddressigherlevel issuesof dataprocessingmerelytechniquedor datarouting. Our
tree-basedouting approackis clearlyinferior to theseapproache$or peerto peerrouting, but workswell for
theaggre@ationscenariosve arefocusingon.
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Giventhis overview of relatedwork, theremaindeiof this papers devotedto a discussiorof theremaining
elementof theTeleTiny systenthatremainto be built andstudiedanda brief timelineoutlining the completion
of theseprojectsandmy dissertation.

5 Reseach Plan and Timeline

The techniquediscussedn this paperare the beginningsof a full- edged systemto extract datafrom and
executequeriesover streamf data o wing from sensomnetworks. To increaseheir value,howvever, therearea
numberof futuredirectionsl planto explorefor theremaindeiof my Ph.D.

Themajorpushwill be towardthe constructionof a real TeleTiny implementatiorthatcombinesTAG and
the schemanterfacerunningon Berkeley Mica sensomoteswith anadaptve queryprocessingystemsuchas
the Telegraphqueryprocessor This constructioreffort will yield two signi cant piecesof research.The rst
will beanevaluationof the performancendcommon-useef my softwareasdeplg/edin arealsensometwork
runningon tensor hundredof motes. Sucha network is currentlybeingdeplo/edin the Intel researcHab in
downtown Berkeley, and my summeremplg/mentwill involve integrating TeleTiny (with instrumentatiorfor
datacollection)into this network andgatherstatisticsabouthow it is usedby lab denizens.

The secondmajor researcteffort will be a characterizatiomf the resourceconstraintghat arisein sensor
qgueryprocessinganda setof techniquedgor limiting useof the resourcegandexpressingconstraintso users.
Therearea numberof resource-constraiproblemsthatarisein TeleTiny: power, radio-bandwidthandmem-
ory areall limited resourceshatcouldeasilybeexhaustedinderheary queryworkloads.Understandingnow to
consere theseresourcesandwhatcontrolandfeedbackneeddo begivento the userto maximizethatconser
vationis animportantresearctareathatwill dramaticallyaffect the usefulnes®f ary sensorqueryprocessing
system.Someof the techniquesieededn this areacomedirectly from othersensoresearchenteringa very
low power statebetweerdatasamplesor radio-communicationgor instancejs a goalof all TinyOS software.
Othertechniquessuchas suppressingaluesthat changevery little or that are supersededby the valuesof
neighboringsensorsareapproachesniqueto TeleTiny.

DevelopmentEffort

Pursuinghisresearchequiresamajordevelopmenteffort, asneitherof theabove projectscanbeproperlydone
without an actualsystem:simulations thoughvaluableto a certainextent, aresimply not capableof modeling
radio lossor interference embeddedCPU load, or pover consumptioraccurately As with previous efforts,
TeleTiny developmentcanbe broadlypartitionedinto sensotsoftware tasksandqueryprocessotasks.On the
sensorside,thisincludes:

1. On-motesoftwae: | am currently developinga suite of software componentghatallow databasestyle
queries,consistingof groupedaggrgatesand selectionpredicatesto be pusheddown into a network
of motesrunning TinyOS. This software includesthe infrastructurefor forwarding queriesand results
betweemmotes,schedulingandsharingthe delivery of datafor multiple simultaneougjueries andinter
facingto the on-boardcataloginterfacethatallows motesto determinewvhatdata elds they canprovide
toaquery

2. Userde nedfunctions:Oneof thekey featuresf thein-moteaggrgationsystems the ability to support
userde ned lters andaggregyates.Thesetake theform of virtual machinefunctionspushednto the sen-
sorsasMaté [25] (a TinyOSvirtual machine)programsaneffort is currentlyundervay to integrateMaté
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into TeleTiny. This capabilityis particularlyimportantin the context of sensorsasmary of the potential
applicationshave a signal-processing vor, in which uncormventional(from a databasstandpoint)lters
andtransformationgreneeded.

In additionto thesepiecesnf sensosoftware,severalmote-to-DBMSinterfacesneedto be designedandimple-
mentedbeforeafully functionalsensoigueryprocessocanbedeplged:

1. Catalggy Server Although a facility for managingcataloginformation on-boardsensorsvas described
above, conventional(centralized)databaseatalogdesignsarenot madeto supportthousand®f devices
thatcomeandgo frequently Furthermoremostsensomuerieswill not be of the form selectvaluefrom
sensoix but ratherselectvaluefromsensos with propertyx. Designinga catalogthatcanhandleboth of
thesecasess arequiremenbeforeafully usablesensomuerysystemcanbeimplementedWei Hong(at
Intel Berkeley) andl have designedheinterfacesfor sucha system.An initial implementatioris under
constructioratthelntel lab; | hopeto be ableto leveragethis development.

2. Intggration into Telggraph WrapperInterface The Telegraphdatabaseystemincludesan interfacefor
heterogeneoudatasourceshat allows themto be “wrapped” into native relationaltables. Integrating
sensordatainto Teleggraphvia this interfaceis an importantsteptoward building an integratedquery
processingystem(fully realizingthis integrationrequiresthe sensoiproxy; describedelown.)

3. SensoProxyPoliciesandQueryOptimizer: Thesensoiproxy, asdiscusse@bore, senesastheinterface
betweermotesanda morecorventionalDBMS by distributing queriesbetweersensorandthedatabase
system.Themechanisnifor performingthis distribution is fairly straightforvard (asdescribedn [28] and
[29)]), but still needgo bebuilt.

Furthermoretherewill be situationswherethe resourcdimitations of sensorswill precludethemfrom
executingcertaintypesof queries,or wheretherewill be so mary queriesthat not all of themcanbe
executedon the motes. In thesesituations,somepolicy for choosingwhich queriesto pushdown and
which to executeat the DBMS is needed. One possibleformulationfor this policy is asa cost-based
query-optimizatiorproblem(asin [39]); by usingsucha formulation,it shouldbe possibleto determine
apower-efcient partitioningof queriesbetweermotesandthe mainDBMS.

Finally, thereare somequery-processossuesthat are closelyrelatedto problemsin sensoiquery processing
thatl have beenexploringin conjunctionwith the Berkeley databasgroup:

1. Historical Data Interface The currentTelegraphsystemdoesnot provide a mechanisnior loggingand
queryinghistorical sensordata, or for combininghistorical datawith datacurrently streaminginto the
system. Over this summey | planto work with the Telegraphresearchgroup to insurethat the next
implementatiorof the Telegraphsystemincludessupportfor loggingandqueryinghistoricalsensodata.
Onepossibleapproachor implementingsuchaninterfaceis to usebroadcast-disk2] like datascheduling
to streamhistoricalrecordsneededyy the currentqueryworkloadwhenqueriesareblocked waiting for
additionalcurrent-timeresultsto be delivered.

2. QueryModeland StreamingData SemanticsSirish Chandrasekaraand| arecurrentlyworking to enu-
meratethe spaceof querysemanticover datastreamsWe hopeto integratethis work into the Telegraph
queryengine whichwill provide arichly expressie tool for queryingdata o wing in from sensors.
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Real-world Performance Study

As discussegbreviously, onesigni cant contritution of thiswork will bea performancesharacterizationf the
uni ed systemandits varioussub-systemsThis characterizationill take the form of a numberof empirical
measurementsf the parameter®f the systemin a real-world ervironment,namelythe building monitoring
applicationcurrently being deployed at the Intel-Berleley labh. By deplg/ing a real systemin the lab, and
allowing lab occupants$o executequeriesoverthesystenfor anextendedperiodof time, it shouldbepossibleo
measurdiow peoplewould actuallyuseaninteractve sensoiqueryprocessingystem.n additionto validating
theusefulnes®f my thesis,a “userstudy” of this sortwould be anextremelyvaluableassetastherearemary
assumptionsnadeby currentresearciprojectson streamingandcontinuougjueriegbothat Berkeley andother
universities)aboutrateof dataarrival, commonalityof work betweemueries)ossrates,etc.,thatmay or may
notbevalid. Measurementthatwould ideally comefrom a performancestudyinclude:

1. Typesof Queries Whatkinds of queriesare peopleinterestedn runningover sucha network? Are the
queriegypically overthe currentstateof thesystemor overthe historicalstateof the sensors®hatdata
ratesdo userswvant?To whatextentis sharing(in the style of CACQ) possiblegiventhis queryworkload?

2. LossCharacteristics What percentageof datathat sensorssendactually makesit to the root of the
network? If mechanismso improve reliability (suchasretransmissionareused,how effective arethey
andwhatis their power overhead?

3. PowerCharacteristics Whatis the power drainon the sensorsHow do differenttypesof queriesaffect
thatpower drain?

4. Amountof Storage: Whatarethe storagedemandgplacedon the sensorghemseles? TAG requiresthat
sensorkeepa small cacheof the aggregyatevaluesof their children. How big is thatcachetypically (in
termsof bytes?) Are theresituationswherethe memorydemandsf the queriesexhaustthe available
RAM?

5. ServerLoad At whatrateis dataactuallybeingdeliveredto the senerbasedqueryprocessor?ls the
performanceof the query processingsystemsigni cant? Of the queriesrunningat a given time, how
mary canbeexecutedn thenetwork andhow mary mustberun centrally?

6. Variability in Data Ratesand Selectivities How much variability is therein dataratesfrom different
sensorsMHow dotheselectvities of variousselectiorpredicatevary overtime, andaretherecorrelations
with externalphenomendge.g. dayof week,time of day)?Determiningif suchvariability existswill help
to shav whetheradaptve queryprocessingechniquef the sortproposedy the Telegraphprojectare
actuallynecessary

7. Lifetime of Queries How long do typical queriesrun? Are usersmostly just looking for snapshot®f
the currentstateof the network, or do they poselong runningmonitoringqueriesthatlook for particular
phenomena?

Resource Mitigation

As discussedabove, the secondadditionalresearchcomponentof my thesiswill involve characterizinghe
resourcdimitationsof sensoraindsensomueryprocessoranda setof techniqueso dealwith thesdimitations.
Possibldimitationsinclude:
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1. Power. Any battery-basedensometwork muststrive to reducepower consumptiorwheneer possible,
sinceassoonaspower is exhaustedqueryprocessingnds.Reducingcommunicationsamplerate,and
sleepingheprocessoarethe primarytechniquegor powver reduction.Suchtechniquesnustbebuilt into
TeleTiny from the groundup.

2. RadioCommunication Radiobandwidthis limited. It is may not be possibleto deliver dataat the user
requestedatefrom all sensorsn the network. Techniqueso aggr@ateandreducecommunicatior(such
asTAG), aswell asnotify theuserandallow him or herto adapthis queryto changingbandwidthavail-
ability areneeded.Furthermoreyadio communicatioris inherentlylossy; sometechniquego mitigate
suchlosses(suchasretransmissionare possible but the query processomustalsonotify the userthat
lossis happeningandprovide informationaboutthe magnitudeandlocationof suchloss.

3. SensorCPU: In currentresearch20, 28, 29 the load on the sensoiCPU is consideredecondaryo the
communicatiorcostsof algorithms,sincecommunicatiortendsto dominatepower consumption.How-
ever, understandingvhat proportionof powver consumptionis due to the CPU, and what tradeofs in
gueryprocessingzanbe madeto reducethat consumptioris important,particularlyif theradiois used
infrequently

4. SensoRAM With only 4K of RAM, Motesarevery limited in whatthey canstore. Understandinghe
memoryrequirement®f variousalgorithms,suchasTAG, andthe placeswhereadditionalmemorycan
beusedto reducecommunicatioror increasgerformanceis animportantcontritution.

5. HostCPU: Althoughit seemdhatthe smallquantityof data o wing in from TinyOS-stylemoteswould
not be enoughto overwhelma modernPC, the hostPC mustmultiplex all userqueriesover the sensor
datastreaminginto the system,and combinethat datawith otherdatasourcesusersmay have queried.
If thereareenoughqueriesthe non-sensodatais large enoughor the sensorcommunicatiorchannelis
augmentedo deliver morebandwidth the centralizechostPC could becomea bottleneck.

6. HostStorage: Streamsevenlow bandwidthstreamgrom sensonetworks,arein nite andwill eventually
exhaustthe storagecapacityof a hostPC.

Thus,therearemary resourcestplayin TeleTiny. Partof the performancestudydiscussedn the previous
sectionwill be an effort to determinewhich of theseresourcesreactuallylimited in the building monitoring
scenario.

Someof the techniquedor dealingwith resourcdimitations were proposedn earlierwork: for instance,
TAG dealsdirectly with the bandwidthandpower costsof queryprocessingandproposeseveraltechniqueso
increasahereliability of communicationsn the TeleTiny ervironment.Similarly, CACQ is aneffort to reduce
gueryprocessoCPUutilizationandRAM requirementén streamingcontinuougjueryenvironments.

It is lesswell understoochow to handleothertypesof resourcdimitations. For example,becausestreams
areeffectively in nite, they caneasilyexhauststoragecapacityof a hostqueryprocessqreven onewith a big
disk. Somesetof techniquegor expressingo the userthe subsebf thedatathatis still in thesystemaswell as
techniquedor summarizingandexpiring old data,areneeded.The STREAM projectat Stanford[5] discusses
summarizatiortechniquesbut morework is neededeforeits clearhow or whento apply suchsummaries.

Summary

Fjords[28], CACQ[30], andTAG [29], alongwith thesensorcatalogandvisualizationsystems have built form
a solid researchoundationfor sensomueryprocessingHowever, to completethe researchprojectsdescribed
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abore, andempirically verify the ideaspresentedn thesepapersa completesystemmustbe built, deplo/ed,
andstudied.

Thus,my primaryresearctagendas to developthe TeleTiny queryprocessingystenfor streamingsensor
data.Therearetwo key component$o TeleTiny: anon-sensoqueryenginefor computingaggreatesandselec-
tionsin apower-ef cient mannerandasenersidequery-processapeciallydesignedo handlestreaminglata
and continuousqueries. Furthermorethe interfacebetweenthesetwo componentss very important,serving
two key roles: rst, it allows sensodatato betreatedik e othertypesof streamingdatawithout squanderinghe
limited power availableto themotesand,secondit interfacesthedatabase'catalogtheinternalschemas of the
neighboringmotes.

Along with this coresystemthereareseveralimportantresearciproblemsthe TeleTiny systenmwill helpto
answer The rst is acharacterizationf the real-world queryanddataworkloadsthatareplacedon the system
with anunderstandingf thebottlenecksanddemand®f queryprocessingn asensoernvironment. Thesecond
is setof techniguegandexpression®f thosetechniquego the end-userthat canbe usedto controlandlimit
the utilization of thevery scarcepower, memory andbandwidthavailableto sensors.

Timeline

| planaddressachof the above researchiasksin the next 6 - 9 monthswith the goalof completingmy thesis
in the Springor Summerof 2003. Thefollowing timeline mapsout the scheduleof research:

May - June 2002 Completesensoisidesoftwarewith UserDe ned FunctionsSchemaAPI, andCatalog
Sener (with Wei Hong.)

June2002 SubmitiICDE paperon streamingsemanticgwith SirishChandrasekaran).

June- August,2002 Integratewith Telegraph(or its successorluild sensomproxy with someinitial set
of policies,deplg/ lab monitoringapplication andcollectdataon usagepatternsn the network (with Wei
Hong, Intel Berkeley, and Telegraphresearctyroup.)

August- November 2002 Integratewith historical datainterface of Telegraph. AssumingTelegraph
engineimplementatiorgoesasplannedthis shouldbe straightforvard (with Telegraphresearcigroup.)

November2002 SIGMOD paperon real-world measurementsom sensometworks.
August- January 2003 Exploreandimplementmechanism$or handlingresourceconstraints.
February 2003 VLDB paperonresourceconstraints.

February- May 2003 CompleteDissertation.
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